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Abstract

State-of-the-art semantic segmentation models are typically
optimized in a data-driven fashion, minimizing solely per-
pixel or per-segment classi�cation objectives on their train-
ing data. This purely data-driven paradigm often leads
to absurd segmentations, especially when the domain of
input images is shifted from the one encountered during
training. For instance, state-of-the-art models may assign
the label �road� to a segment that is included by another
segment that is respectively labeled as �sky�. However,
the ground truth of the existing dataset at hand dictates
that such inclusion is not feasible. Our method, Infeasi-
ble Semantic Inclusions (InSeIn), �rst extracts explicit in-
clusion constraints that govern spatial class relations from
the semantic segmentation training set at hand in an of-
�ine, data-driven fashion, and then enforces a morphologi-
cal yet differentiable loss that penalizes violations of these
constraints during training to promote prediction feasibil-
ity. InSeIn is a light-weight plug-and-play method, consti-
tutes a novel step towards minimizing infeasible semantic
inclusions in the predictions of learned segmentation mod-
els, and yields consistent and signi�cant performance im-
provements over diverse state-of-the-art networks across
the ADE20K, Cityscapes, and ACDC datasets. Codebase
will be made available. Code is available at https:
//github.com/SHAMIK-97/InSeIn

1. Introduction

Semantic segmentation is a fundamental task in computer
vision and enables many downstream applications. The
last decade has witnessed dramatic advances in this dense
prediction task, driven by the introduction of end-to-end
learned network architectures for solving it [5�7, 9, 20, 30,
34, 43, 49, 50, 52] and the development of ever stronger
backbones coming from image classi�cation [14, 21, 29, 38,
44, 51]. Indeed, designing a suitable backbone for dense

Figure 1. Left: A traf�c light segment includes a building seg-
ment in a semantic annotation from the ground truth of the dataset,
which is a feasible inclusion. Right: A bus segment includes traf�c
sign segments (in the red boxes) in a semantic prediction, which
is an infeasible inclusion. Our method addresses such physical
infeasibilities in semantic segmentation. Best viewed on a screen
and zoomed in.

semantic prediction that balances global context aggrega-
tion with preservation of �ne local details has been a pri-
mary research direction in semantic segmentation. How-
ever, merely optimizing the backbone architecture neglects
the structured prediction character of the problem. Since
structured prediction means that pixel-labels are not inde-
pendent but are spatially and semantically correlated. In
particular, the simple optimization of cross-entropy loss
terms even by state-of-the-art network architectures [9, 43]
essentially poses semantic segmentation as a set of indepen-
dent pixel-level or- at best�segment-level prediction prob-
lems and only loosely promotes regularity of the complete
image-level outputs via the shared computation in the net-
work across neighboring pixels. Very few deep-learning-
based works [26] have focused on designing objectives that
originate from the interaction between different pixels in the
output predictions, and those that do focus only on local
neighborhoods rather than large image regions. To the best
of our knowledge, no previous method in semantic segmen-
tation with deep learning has considered high-level pairwise
objectives at the coarse level of semantic segments.

Aiming at promoting conformity of semantic segmen-
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